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CIF is a declarative modeling language for the specification of discrete event,
timed, and hybrid systems as a collection of synchronizing automata. The CIF
tooling supports the entire development process of controllers, including among
others specification, supervisory controller synthesis, simulation-based
validation and visualization, verification, real-time testing, and code generation.
Combined they enable a synthesis-based engineering approach to efficiently and
cost-effectively design and implement high-quality controllers.

CIF is one of the tools of the Eclipse ESCET™ project. Visit the project website for downloads,
installation instructions, source code, general tool usage information, information on how to
contribute, and more.

The documentation consists of:

» CIF synthesis-based engineering manual
* CIF language tutorial

» CIF language reference manual

* CIF tool manual

* CIF examples

* CIF release notes

* CIF developers manual

 CIF history (and why it’s called 'CIF’)

* Legal information

A screenshot showing a CIF model and simulation:


https://eclipse.dev/escet/v10.0-M1
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Chapter 1. Synthesis-based engineering

CIF supports synthesis-based engineering (SBE), an engineering approach to design and implement
supervisory controllers. The engineering approach combines model-based engineering with
computer-aided design to produce correct-by-construction controllers. It does so by automating as
many steps as possible in the development process.

Supervisory controller synthesis is a main element of synthesis-based engineering, and a key
feature of CIF. It involves the automatic generation of supervisory controller models.
Implementation of the controller is achieved through (implementation language) code generation,
improving speed and reducing the number of errors introduced at this stage. Combined, they allow
engineers to focus on what the controller should do, rather than how it should do it, and how this is
to be implemented.

Synthesis-based engineering has many more benefits. As the engineering approach uses well-
defined models, designs can be discussed, analyzed, model-checked, or simulated. That allows
finding and correcting issues early in the development process, rather than during later stages
where correcting them is more costly. It also supports a comprehensive modular design and
efficient incremental engineering. Ultimately, this reduces development time and improves the
quality of the resulting supervisory controllers.

Supervisory controllers

Explains what supervisory controllers are, in what types of systems you can find them, and
where they are located within such systems.

Engineering approaches for supervisory controller development

Discusses synthesis-based engineering of supervisory controllers, its benefits, and its relation to
other engineering approaches.

Synthesis-based engineering example

Demonstrates the value of synthesis-based engineering through an example.

Synthesis-based engineering in practice

Explains concretely how to use the CIF language and toolset to apply synthesis-based
engineering of supervisory controllers.

Challenges in applying synthesis-based engineering

Explains the challenges of embedding a synthesis-based engineering approach into industrial
practice.

To learn how to use SBE, you can also follow the Eclipse ESCET online SBE course.

1.1. Supervisory controllers


https://eclipse.dev/escet/v10.0-M1/sbe-course/

Automated systems are all around us. For instance, hospitals use X-ray and MRI systems, industrial
printers print books and magazines, lithography systems are essential for the production of
computer chips, and waterway locks bring ships from one water level to another. In today’s digital
age, all these systems contain software that controls their operation. Such systems are often called
cyber-physical systems, for the physical part that consists of the hardware components being
controlled, and the cyber part that contains the software that controls those physical parts.

Today’s cyber-physical systems are often highly complex. To manage their complexity, they are
typically step-by-step divided into sub-systems, sub-sub-systems, etc, each with their own
responsibility. This way, at the most subdivided level, components are obtained that are small
enough to be developed, tested and maintained in isolation. The components are often divided over
several layers, to form a layered system architecture.

The control of a system can similarly be subdivided and layered. The following figure shows a
traditional view on the control of a system:

( Human operator )

A

Y

< Supervisory controller(s) >

~

Y

( Resource contmller[s} )

': Actuators } l: Sensors

Mechanical components >

At the bottom are the mechanical components, such as motors, switches, levers and valves. Their
operation can be steered through actuators and their state of operation can be observed through
sensors. Resource controllers provide a first level of control. They may for instance correct for
sensor jitter, translate continuous signals to discrete ones, or detect and even correct anomalous
situations.

A supervisory controller provides higher-level control. It is typically responsible for the correct and
safe behavior of a (sub-)system. For instance, it could be responsible for preventing damage to
mechanical components or human operators. It may prevent collisions with or among mechanical
components, or prevent mechanical components from overheating. It could control a single sub-
system, coordinating one or more resource controllers. However, in case of a layered architecture,
it could also coordinate multiple supervisory controllers of a lower layer. Supervisory controllers
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can thus be found at various levels of a system architecture.

Some systems are fully automated, without the need for human intervention or control. However,
most systems provide some kind of human-machine interface that allows a human operator to
monitor the system and if necessary control its operation.

Regardless of the exact system architecture, and whether human intervention is possible or not,
supervisory controllers play an essential role in the safe control of all kinds of cyber-physical
systems, and can be found at various levels within such system:s.

1.2. Engineering approaches for supervisory
controller development

Supervisory controllers can be developed in various ways. The following figure gives an overview.
It shows multiple approaches to design and engineer supervisory controllers, as well as how these
approaches relate to each other:

Engineering approach -> Traditional Model-Based Verification-Based Synthesis-Based
Engineering Engineering Engineering Engineering
J Development step

Requirements design Document-based Document-based Model-based (formal) Model-based (formal)

Controller design Document-based Model-based (formal) Model-based (formal) Computer-aided (formal)
Realization in software Traditional software Code generation Code generation Code generation
(implementation code) engineering (coding) (fault-free code) (fault-free code) (fault-free code)

Verification Testing Testing + Formal verification Correct-by-construction
(against requirements) Model-based testing (model checking) (guaranteed)

Validation Testing Testing + Testing + Testing +
(of requirements) Simulation Simulation Simulation

Legend: Manual work / Focus (Semi-)automatic

The columns indicate various engineering approaches. From left to right, they employ
progressively more automation and computer assistance. The rows of the table indicate typical
steps involved in the development of supervisory controllers. The cells indicate for each approach
what is involved in the particular step. The green-colored cells indicate that the step involves
mostly, or at least significant, manual work for the particular engineering approach. Contrarily, the
gray-colored cells indicate that the step is (mostly) automated for that approach. As the steps with
more manual work generally require the most engineering effort, the green cells also indicate
where the engineering focus is for a particular approach. Bold texts in cells indicate changes
compared to the previous column.

Typical steps involved in the development of supervisory controllers, as represented by the rows
from top to bottom, are:

* Requirements design focuses on what a controller for a (sub-)system must do. Functional and
safety requirements may be specified, for instance requiring that pushing an emergency button
stops all motors. Extra-functional requirements may also be specified, for instance requiring
that a certain throughput should be achieved.



* Controller design focuses on how a controller should satisfy the requirements to efficiently
and safely control the system. For instance, the various control states of the system may be
specified, as well as how the controller reacts to changing sensor or other input signals by
controlling actuators, e.g., enabling a motor.

* Controllers may be realized in software. The software source code may for instance be
implemented using Java, C or PLC programming languages.

» Verification involves checking the realized controller against its requirements design and
controller design, to ensure that the controller is correctly realized. The system, controlled by
the controller, should behave as designed.

* Validation involves checking the realized controller and its design, to ensure that the right
controller is made. That is, the requirements must be correct and complete, such that the
controller ensures that the system operates safely and efficiently in all circumstances.

Typically, the various engineering approaches as represented by the columns from left to right, can
be characterized as follows:

» Traditional engineering is document-based. Requirements are written down informally in
large requirement documents. They are used as input for controller design documents. The
documents are then handed over to a different person, team or supplier, for the
implementation. Implementation of the controller in software is done through manual coding.
Verification and validation involve testing at various levels, including unit testing, integration
testing and system testing. Traditionally, all five steps are performed manually, which is
laborious and error-prone.

* Model-based engineering or model-driven engineering automates the realization step, and
provides computer assistance especially for the verification and validation steps. It places
models at the center of attention. The controller is modeled in a formal way, allowing a
computer to interpret and analyze its behavior. That is, it is specified in a mathematically
unambiguous way, for instance using state machines. Such models are considered the single
source of truth. From them, all kinds of artifacts can be generated automatically, including the
software code of the controller’s implementation. This ensures that the code is fault-free and
behaves consistently with the behavior as expressed by the controller model. The models can
also be used to partly automate verification, for instance through the use of model-based
testing. Simulation models can be used to simulate the (controlled) system behavior and
validate the requirements during early phases of development.



* Verification-based engineering is a form of model-based engineering with computer-
assistance to automate the verification step. It uses formal verification, or model checking, a
mathematical technique that can automatically check the controller model against its
requirements. To employ formal verification, both the controller model and the requirements
must be formally specified. Formal verification then either indicates that the specified
requirements are guaranteed to be satisfied by the controller model, or it provides counter
examples that indicate in which situations they are not satisfied. This is exhaustive, as it
considers every conceivable scenario, unlike testing, which typically covers only a limited
number of scenarios. Through formal verification, the controller model can be iteratively
adapted to satisfy all specified requirements in every possible situation.

* Synthesis-based engineering is a form of model-based engineering with computer-assistance
to automate the design of the controller. It uses supervisory controller synthesis to
automatically synthesize a controller model from requirements and a simple model of the to-be-
controlled system. This mathematical technique guarantees that the synthesized controller
model satisfies all specified requirements. This makes verification of the controller model
against the specified requirements superfluous, as the synthesized controller model is
guaranteed correct-by-construction. With the controller design, realization and verification
either to a large degree being automated or unnecessary, the focus shifts to requirements design
and validation. This allows engineers to focus on what the controller should do, rather than how
it should achieve it.

The use of model-based engineering combined with computer-aided design, through formal
methods like formal verification and supervisory controller synthesis, has many advantages. It
allows to produce unambiguous, complete, consistent, and up-to-date specifications, leading to
higher quality controllers at similar or even lower effort and costs.

After this general comparison of the approaches, the following provides more detailed information:

Traditional engineering

Model-based engineering
* Verification-based engineering

» Synthesis-based engineering

1.2.1. Traditional engineering

The following figure shows a simplified development process for traditional engineering of
supervisory controllers:
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Traditionally, controllers are first specified in design documents. They for instance list their
functional and safety requirements, describe their control states and indicate when the controller
should actuate the various actuators depending on changing sensor signals.

Subsequently, the controller is manually implemented in software code through the use of a
programming language, such as PLC code for a PLC platform, or Java or C++ code for an industrial
PC.

Finally, the implementation is verified and validated, typically by means of testing. Verification
involves checking and ultimately ensuring that the controller satisfies its specified requirements.
Validation involves checking that the controller exhibits the desired behavior, and thus ensuring it
is the desired controller. Since a controller must satisfy its specified requirements, this includes
validating the requirements to ensure they are the desired requirements.

Downsides of traditional engineering

Traditional engineering has been around for a long time. Companies typically know what works
and what doesn’t, and how to work around the various challenging aspects of it. It can work well,
particularly for small and simple systems, developed by a well-managed but small team. However,
the approach has several disadvantages. These become especially apparent when applying it to
develop controllers for larger and more complex systems, developed by multiple teams, or with
some development activities outsourced to suppliers:

Ambiguity
It is extremely difficult to unambiguously write down the control requirements in a document.
Often textual descriptions in natural languages can be interpreted in various ways.

The domain expert who writes the requirements has a certain mental picture in their mind.
However, software engineers responsible for realizing these requirements in the software
implementation may interpret them differently after forming their own mental picture. There is
often a big gap between the specification of the design and its implementation.

The documents may also serve as input or as a contract to a supplier to develop the control



software. Then the impact and costs of ambiguity can be huge, much more so than when the
implementation is done in-house within the company.

Incompleteness and inconsistency

Besides the interpretation of the requirements also their completeness and consistency is
important. Often the normally occurring situations (happy flow) is adequately covered by the
requirements. However, the edge cases and exceptional circumstances are just as important,
especially when safety is of critical importance to the system.

Consider for instance requirements for when the hardware fails, such as when a cable breaks or
a sensor becomes defect. Such cases are often far more complex and the number of
combinations/interactions that has to be considered can be immense. Ensuring that the textual
descriptions of all these cases do not lead to inconsistencies is often practically undoable.

A good domain expert will be able to limit the number of mistakes, such as missing
requirements and contradictions in the requirements specification, but typically can’t
completely eliminate them. A good software/PLC engineer will surely spot some of the
remaining mistakes during the implementation and testing of the controller.

However, even thoroughly tested and delivered industrial code often still contains faults.
Furthermore, if the specification is incomplete, software engineers will make their own choices,
which may or may not match with what the domain expert had in mind. Again, working with
external suppliers, rather than doing the development in-house within the company, may
aggravate these concerns.

Multi-disciplinary systems
The multi-disciplinary nature of design versus implementation also plays a role. A domain
expert may know everything about the functional requirements of the system. The software
engineer, especially one from a supplier, may lack such knowledge. They come from different
domains, often use different technical terms, and thus essentially speak different languages. This
makes it more difficult for them to understand each other, and hinders communication.

Abstraction levels

Furthermore, there is a difference in level of abstraction between design and realization. The
control requirements are often written as functional specifications. For the implementation
numerous details of a lower abstraction level play a role, such as data structures, message
encodings and byte orderings. A functional specification typically does not concern itself with
such aspects. Again, people from different disciplines and domains may not be able to effectively
communicate with each other.

Mixing design with implementation aspects

The situation becomes even more complex if (unintentionally) during the design also
implementation aspects are incorporated into the functional specification. Then the clear
separation between design and realization is lost. This often leads to more misunderstandings,
which then requires more communication and collaboration to resolve.



Outdated documentation

Another aspect to consider for specifications in documentation, is that any changes, such as bug
fixes and new features, are often only implemented in the software. After a while the documents
become more and more outdated and thus unusable. This increases the gap between
specification and implementation.

1.2.2. Model-based engineering

Model-based design, model-based software/system engineering and model-driven engineering, are
related terms. They place models at the center of the entire development process and the entire
lifecycle of the system, including design, implementation and maintenance. The models fill the gap
between the specification and implementation.

Model-based engineering process

The following figure shows a simplified development process for model-based engineering of
supervisory controllers:

Verification Validation

Manual
implementation or
Design documents: ] Manual modeling code generation ( Implementation of
* Requirements > Controller model > the controller
* Controller design J L J (control software)
l I J
Design (specification) Realization (implementation)

At the center is a controller model, a model of a controller that unambiguously specifies how the
controller works. It precisely specifies how the state of the controller changes when a sensor signal
changes, and under what conditions and in which states an actuator may be turned on or off.
Ideally, the model has a mathematical foundation. It may for instance be modeled as one or more
state machines.

The controller model is manually modeled from design documents. They for instance list the
functional and safety requirements of the controller, describe its control states and indicate when it
should actuate the various actuators depending on changing sensor signals.

The controller model must be verified and validated. Verification involves checking and ultimately
ensuring that the system, controlled by the controller, satisfies its specified requirements.
Validation involves checking that the controller ensures the desired system behavior, and thus
ensuring it is the desired controller. Since a controller must satisfy its specified requirements, this
includes validating the requirements to ensure they are the desired requirements. This may be



supported by formal methods, methods with a mathematical foundation, and supported by
computer tools. For instance, a controller model may be simulated. This may reveal issues, that can
be addressed to improve the controller model.

The control software is typically implemented using a programming language, such as PLC code for
a PLC platform, or Java or C++ code for an industrial PC. This may for instance be done in-house
within the company, by different teams or departments, or by a supplier. While manual
implementation is possible, the code is often automatically generated from the controller model.

Benefits of model-based engineering

Model-based engineering directly addresses many of the downsides of traditional engineering:

Unambiguous and intuitive specifications

It is important that the models are formal models, with a mathematical meaning (semantics).
Examples of formal models are state machines to model controllers and logical formulas for
model requirements. The use of such formal models leads to unambiguous interpretation of
control requirements and controller behavior.

The use of the right formal language, in which control requirements can be specified in an
intuitive manner is essential. This is where domain specific languages (DLSs) play a role. Such a
language closely matches the world of the domain experts, such that they can directly write
their control requirements in a notation that fits how they think about the system. This leads to
readable and unambiguous specifications.

Besides specific to a domain, domain specific languages are also more restrictive in what you
can write down than a general programming language. While this seems to be a limitation, it is
actually their strength. Due to the limited number of concepts to consider, there are less
different ways to model a system. This further reduces ambiguity, due to more consistency and
simpler specifications.

Bridges the multi-disciplinary specification/implementation gap

Using a good domain specific language, both domain experts and software engineers can
understand and interpret the specification in the same way, regardless of their different
backgrounds. Obviously, the language must be rich enough to properly describe all relevant
aspects of the domain. It must also use a proper abstraction level.

Complete and consistent specifications through computer-aided validation and verification

The use of unambiguous formal models has even more advantages, as it makes it possible for a
computer to interpret and analyze the models. The limited concepts of the domain specific



language help to do so efficiently and scalably. Computers can with formal methods,
mathematical techniques, quickly and accurately analyze countless scenarios. This is a great
advantage compared to traditional document reviews.

An example of this is verification by means of model-based testing. Instead of manually writing
dozens or hundreds of tests, a computer can automatically generate thousands, millions or even
more tests from the controller model. This allows covering much more behavioral scenarios,
increasing confidence in correctness of the controller model and its implementation.

Another example of this is validation of the specification by means of simulation. Using
simulation various execution scenarios can be examined, to give insight into the behavior of the
system being controlled by the controller. This provides new insights that can be used to further
improve the specification. Especially for complex situations, which are difficult to understand,
this is of great value.

The use of computer-aided verification and validation often exposes issues in the specification.
Model-based testing for instance, may find that a certain scenario was not considered during
controller design, and therefore does not satisfy the requirements. The controller model may
then be adapted and tested again. This allows to effectively and iteratively improve the design,
leading to more complete and consistent specifications, and therefore to better quality
controllers.

Address issues early to reduce effort and costs

A great benefit of model-based engineering is that verification and validation can be done
already during the earlier phases of development, rather than only at later phases such as
implementation or testing. It is well-known in industry that the later a mistake is found and
fixed, the higher the effort and costs to do so. In practice, implementations developed using
model-based engineering approaches are often produced more efficiently and with less
mistakes. Through automation, changes can be incorporated more quickly into the models, and
these can automatically be analyzed again.

Furthermore, the benefit of discussions that may arise early on during the development process,
for instance about how the specification must be adapted if it is found lacking, is not to be
underestimated. It is of great value that so early on it is possible to discuss control requirements
and the behavior of the system during unforeseen circumstances, such as when a sensor is
defect.

Efficiently obtain correct-by-construction implementations

After several iterations the confidence in the controller specification is sufficiently high, and
thus the chance of incompleteness and inconsistencies sufficiently low, given the amount of
effort and money that can reasonably be spent during the development process. The
development process produces an implementation-independent model of the control logic, that
during the realization can be implemented. This may be done by a different team or department



within the same company, or even by an external supplier. The formal specifications can then
serve as a contract with the third party, allowing for more control. They can also be used to
perform acceptance tests on the implementation.

While the controller can be manually implemented based on the controller model, automatic
generation of the control software is often a better choice. Automation prevents the kinds of
subtle mistakes that humans make when they manually implement something, ensuring
consistency between the specification and the implementation. Automation also improves
efficiency. If the controller model is changed, with the push of a button a new correct-by-
construction implementation can quickly be generated from it.

Implementation-independent models separate design from implementation

Since a controller model is implementation-independent, there is a clear separation between
design (specification) and realization (implementation). It allows generating implementation
code for different platforms, such as industrial PCs or PLCs, with different programming
languages, such as Java, C or PLC code, for 32 or 64 bits architectures, etc. Additionally, controller
models are vendor-independent, allowing to for instance generate PLC code for PLCs from
different vendors. It is also possible to switch to a different platform or vendor at a later time, or
additionally generate code for other platforms or vendors.

Up-to-date models are the single source of truth

Model-based engineering places models at the center of attention. It is the models that are
adapted if they are functionally incorrect, have inconsistencies, or new functionality is required.
Techniques such as model-based testing, simulation, and code generation all operate on the
models. The models are therefore the 'single source of truth'. Contrary to documents, the models
will be maintained. They remain up-to-date as they are the basis of all development during the
entire life cycle of the system, including design, realization and maintenance.

The use of model-based engineering combined with computer-aided design through formal
methods thus has many advantages. It allows for producing unambiguous, complete, consistent,
and up-to-date specifications, leading to higher quality controllers at similar or even lower effort
and costs. However, specific forms of model-based engineering, such as verification-based and
synthesis-based engineering, can offer additional benefits.

Even though model-based engineering has many benefits, companies should not underestimate
how significantly different it is from traditional engineering. They should consider and manage the
challenges particular to this engineering approach.

Terminology

The following terminology is often used when discussing model-based engineering of supervisory
controllers:



Code generation

The automatic generation of correct-by-construction control software from a controller model.

Control requirements

Properties that a system must satisfy, even if they are not satisfied in the uncontrolled system.
Examples include functional and safety properties. They are called control requirements, or
simply requirements.

Control software

The implementation of the controller in software. For instance, PLC code for a PLC platform, or
Java or C++ code for an industrial PC.

Controller model

A model of a controller that unambiguously specifies how the entire controller works. Also
called a supervisory controller, or simply controller, in control theory. It precisely specifies how
the state of the controller changes when a sensor signal changes, and under what conditions and
in which states an actuator may be turned on or off.

Controller validation

The process of checking and ultimately ensuring that the system being controlled by a controller
exhibits the desired behavior, and thus ensuring that the controller is the desired controller.
Since a controller (model) must satisfy its specified requirements, this includes validating the
requirements to ensure they are the desired requirements.

Controller verification

The process of checking and ultimately ensuring that the controller satisfies its specified
requirements.

Domain-specific language

A modeling language with concepts specific to a certain domain. This can for be the domain of
supervisory controllers with concepts such as plants and requirements, or the domain of office
lighting systems with concepts such as lamps and occupancy sensors.

Formal method

A method with a mathematical foundation, typically supported by computer tools. For instance,
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formal verification or supervisor synthesis.

Model

An unambiguous representation of all relevant concepts, ideally with a mathematical
foundation. For instance, a model of control requirements in the form of logical formulas, or a
model of a controller represented as a state machine.

Model-based development/engineering

Places models at the center of the 